
Problem Set 2

Economic and Social Networks

Problem sets in this course are not graded.

1) DeGroot model

Do problems 8.10 and 8.12 in Jackson’s book.

2) Rational herding

This problem walks you through parts of the Bikhchandi, Hirshleifer, Welch (1992)
model of observational social learning. You are strongly encouraged to also read the
paper. In this model, agents move sequentially after observing predecessors’ moves and
their own private signal and make a binary decision. For example, they could decide
on whether to switch to a new technology. The research question is whether society
efficiently aggregates information or inefficient herds may occur.

Nature draws one of two possible states of nature ω ∈ {A,B} with equal probability.
Each agent i receives a private signal si ∈ {a, b} which is correct with probability p > 0.5.
Each agent must choose between actions A and B. Agents move sequentially and observe
previous agents’ moves, but only their own private signal. If an agent’s action coincides
with the state of nature, her payoff is 1, otherwise 0. We also assume that if an agent is
indifferent, she randomizes with equal probability.

(a) Show that player 1 follows her own signal. Characterize player 2’s action as a function
of whether her signal agrees with player 1’s action. Characterize player 3’s action as a
function of whether player 1 and player 2 chose the same action or different actions.

(b) A cascade is when players follow predecessors’ choices irrespective of their own signal.
Show that the probability of no cascade after two rounds is p(1 − p). Show that the

probability of no cascade after n (even) rounds is [p(1− p)]n/2. Show that the probability
of being in the “wrong” cascade, i.e., herding on the wrong action, after two rounds is
(1− p)(1− p/2).

(c) Argue that if player 1 has a slightly more precise signal than the others, everybody
will follow her. Argue that all players i ≥ 3 are better off if player 1 has a slightly less
precise signal than the others.

(d) Argue that a public signal, even if slightly less informative than each private signal,
can shatter an ongoing cascade.

3) Confidence in rational herds
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Eyster and Rabin (2010) outline several problems with the rational herding model. Here
we highlight one. Consider a class of sequential herding models with a binary state of the
world ω ∈ {0, 1}, and priors Pr [ω = 1] = π. Let It denote all the information available
to Player t, which may include both public or private information. Let Qt = E [ω|It] =
Pr [ω = 1|It], Player t’s perceived probability that ω = 1. Prove that for any q ≥ 0

Pr [Qt ≥ q|ω = 0] ≤ π

1− π
1− q
q

.

Use this result to argue that when π = 1/2, namely equal priors, the maximum prob-
ability in any Bayesian model of social (or unsocial) learning that herders can be 99
percent confident in the wrong state of the world is 1/99 ≈ 1 percent, i.e., that rational
herders almost never confidently and mistakenly herd. Intuitively, if a rational person
is confident, she is mostly right—otherwise she would not be confident. This is at odds
with the degree of confidence that seems to accompany actual herds, e.g., for political
movements or cures of diseases.

4) Rich-information and multi-file herding

Now extend the herding model to allow for richer signals and richer action spaces. Agents
learn about a binary state ω ∈ {0, 1}, have uniform priors π = 0.5. Signals are i.i.d.
conditional on the state and normalized so that s = Pr [ω = 1|s]. So observing a signal of
0.9 would mean that–absent other information—the person should put 90% probability
that ω = 1. Moreover, payoffs are such that agents’ actions fully reveal their posterior
belief: ait = E [ω|I it ] is the posterior probability of agent i that the state is ω = 1. (This
can be generated with a quadratic utility function.) Thus for example the first mover,
after observing s = 0.9, will set a = 0.9.

(a) For all probabilities x ∈ (0, 1) define the log likelihood ratio as x̂ = log(x)−log(1−x).
Suppose that at some stage of the model, after observing previous moves but before
observing her own signal, a person’s prior probability that ω = 1 is µ. Then she observes
her own signal s. Use Bayes rule to show that the posterior ν satisfies ν̂ = µ̂ + ŝ, that
is, measured in log-likelihood ratios, the posterior is the prior plus the likelihood.

(b) Show that in the single-file model we have been exploring so far, i.e., when agents
move in sequence one at a time, ât = ŝ1 + ŝ2 + ...+ ŝt. Show that this is also the efficient
action, so that society fully aggregates all information.

(c) Now suppose that agents move “multi-file”, that is, k agents move simultaneously
each period. Movers in a period observe all predecessors’ moves, but not each others’
moves. Suppose that k = 3 and that the three first-period players choose (0.9, 0.9, 0.9)
and that the three second-period players choose (0.9, 0.9, 0.9). Thus a person observing
this history of play sees six players, each of whom reveals ninety-percent confidence
that ω = 1. Without any private information of her own, what would be the posterior
likelihood ratio of the two states for such an outside observer? Why? Does this result
seem empirically plausible?
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5) Incentives to talk

There is a large population of N players. Each period t = 1, 2, 3, ... one random agent
dies, and one new agent is born to replace her. A newborn is born “informed” (about
how to farm correctly) with probability p. Otherwise she is uninformed. An uninformed
agent, at the moment of her birth, meets another agent who is selected at random from
the population. The newborn then chooses whether to ask the person she meets (the
“elder”) to reveal knowledge about farming. Asking has a cost c for the newborn, which
measures the psychological cost of bringing up a sensitive topic. If the newborn asks
and the elder is informed, the newborn learns the knowledge with probability q (the
“efficiency of communication”) and in that event receives an additional payoff of 1 and
remains informed for the rest of his life. In all other cases (if the elder does not know
the answer, or if the communication did not work out) the newborn does not receive any
additional payoff and remains uninformed.

Throughout this problem you can ignore integer constraints and treat people as perfectly
divisible.

(a) Assuming that the share of informed agents in the population is s, what is the
expected payoff of a newborn if she chooses to ask, and if she chooses not to ask?

Our goal is to find the symmetric steady-state equilibria of this model, in which each
newborn chooses to ask with the same probability α, and the share of informed people
s is constant over time.

(b) Show that in such an equilibrium s = p+ (1− p)αsq must hold. Explain why.

(c) Consider the candidate (symmetric-steady-state) equilibrium in which all players
choose α = 0. What is s? Characterize the range of c values for which this profile is
an equilibrium. Explain the intuition. How do changes in p and q affect whether this
equilibrium exists? Explain.

(d) Consider the candidate (symmetric-steady-state) equilibrium in which all players
choose α = 1. What is s then? Characterize the range of c values under which this
profile is an equilibrium. Explain the intuition. How do changes in p and q affect
whether this equilibrium exists? Explain.

(e) What happens in the range of c values where your answers for (c) and (d) overlap?
How might this result explain evidence that social learning is more successful in some
than in other contexts? Explain the intuition. Can you think of empirical implications
or tests of this model?

(f) In the overlap range there is also a mixed (symmetric-steady-state) equilibrium.
Characterize this equilibrium.
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