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1. Social learning

• Consider a group of agents learning about an underlying state.
• Product quality, competence of politician, etc.

• Unknown state of the world ω ∈ {A,B} with probability 1/2.

• Each person i gets conditionally independent private signal
si ∈ {a, b} correct with probability p > 1/2.

• Condorcet jury theorem: If people share signals, by law of large
numbers identify state as N →∞.

• Herd behavior: Selfish behavior can imply that people follow
others, “bottle up” their signals and prevent info aggregation.

• Bikhchandi, Hirshleifer, Welch model: agents move sequentially,
observe previous agents’ moves and their own signals si .

• Choose between actions A and B, payoff 1 if action matches state, 0
otherwise.

• If indifferent, randomize with equal probability.
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Solving for PBE

• Player 1: follows own signal.

• Player 2: follow signal if same as 1’s action, otherwise randomize.

• Player 3: one of two situations:
• Predecessors chose same action: follow their action.
• Predecessors chose different action: then as situation of player 1.

• Result 1. In first situation informational cascade starts: subsequent
players ignore own signal and follow predecessors.

• Inefficient as prevents info revelation.

• Probability of no cascade after n (even) rounds [p(1− p)]n/2.

• Probability of wrong cascade after two rounds (1− p)(1− p/2).

• Result 2. All players i ≥ 3 are better off if the signal of player 1 is
slightly less precise than that of all others.

• Result 3. A public signal—even slightly less informative than
private signal—can shatter cascade.

• Cascades fragile because agents’ beliefs are not strong.
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Social learning with naive inference

• Eyster-Rabin (2010) “Naive Herding in Rich-Information Settings”.

• Basic logic of rational model seems right:
• Because people combine private info with that revealed by others’

actions, herds fail to aggregate information.

• But agents’ sophistication and specific predictions seem extreme.

• Alternative model: assume each player engages in best response
trailing naive inference (BRTNI) play.

• Best-responds to belief that predecessors follow their own signals.
• Neglecting that predecessors make informational inference from their

own predecessors.

• Setting with rich information and rich set of actions:
• Two equally likely states of the world ω ∈ {0, 1}.
• Signals normalized such that s = Pr [ω = 1|s].
• Payoffs are such that optimal action is at = E [ω|It ].

• Bayesian updating implies that, when measured in log-likelihood
ratios, posterior = prior + likelihood .
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Results

• Rational agents always find the truth.

• Prop. 3. In BRTNI play, for each r < 1, there exists δ > 0 such
that Pr [at > r ∀t|ω = 0] > δ.

• Overweighting early signals can mislead many followers.
• But very strong signals can work against this force.
• Overweighting is strong enough that with positive probability it isn’t

overturned by second effect.

• Prop. 4. BRTNI actions and beliefs converge almost surely to zero
or one.

• BRTNI players can become fully confident in the wrong state.

• Prop. 5. When players’ beliefs stabilize for a while in favor of one
state without converging to complete confidence, they are probably
wrong.

• The only reason why a BRTNI player after a long sequence of high
actions isn’t fully confident is that she had a very low signal.

• BRTNI players can also harm themselves through learning from
others.
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Simulated rational and BRTNI play
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high signals can swing actions above 0.05. Moving down column 2 to examine later 
players’ actions suggests that when ω=1 BRTNI, players converge to a=0 with 
probability approximately 11 percent. Column 3 reflects that this cannot occur with 
rational players, who, by Player 10, are only 2 percent as likely as BRTNI players 
to choose low actions.

Another interesting feature of BRTNI play is the speed of its convergence. There 
is a 99.7 percent chance of BRTNI Player 10 playing an action below 0.05 or above 
0.95; a rational Player 10 does so with only a 93.8 percent chance. While Proposition 
4 establishes only that BRTNI play converges—and not its speed—the simulation 
suggests that it converges faster than rational play.

Although BRTNI converges fast, the next proposition establishes an interesting 
result for the rare cases where beliefs converge slowly. In particular, when players’ 
beliefs stabilize for a while in favor of one state over the other without converging 
to complete confidence in that state, they are probably wrong.

PROPOSITION 5: For each interval [c, d ]⊂(1/2, 1), there exists t ∈ such that 
if for each t ∈{1, …, t },  at  ∈[c, d ] under BrtNI play, then

 Pr [ω=0 | ( a1 , …,  at ) ] > Pr [ω=1 | ( a1 , …,  at ) ].

If for many periods BRTNI players believe the likelihood that ω=1 exceeds 90 
percent—but not 99 percent—then, in fact, it is more likely that ω=0 than ω=1. 
A BRTNI player at the end of a long run of high actions believes that her prede-
cessors must all have high signals. The only reason why she would not conclude 
that ω=1 with 99 percent certainty is that she receives a very low signal herself. 
Hence, the only way that a large number of players can take actions above 90 per-
cent without any single one of them reaching 99 percent is that if after a few pieces 
of evidence supporting ω=1, all subsequent signals point towards ω=0, overall 
indicating ω=0 more likely.16

16 The result resembles the weak-beliefs-are-probably-wrong result developed in Rabin and Joel L. Schrag’s 
(1999) model of “confirmatory bias,” which assumes that an individual tends to misread later signals as reinforc-
ing earlier signals. The intuition bears some resemblance to some of our results below, as well as to Callender and 

Table 1—Simulated Probabilities of BRTNI and BNE Actions Given ω = 1

BNE BRTNI

Player a≤0.05  0.05<a≤0.95  a>0.95  a≤0.05  0.05<a≤0.95  a>0.95

1  0.0026  0.8998  0.0976  0.0025  0.8998  0.0977
2  0.0060  0.6905  0.3035  0.0058  0.6912  0.3030
3  0.0070  0.5059  0.4871  0.0216  0.3819  0.5965
4  0.0069  0.3684  0.6247  0.0483  0.1877  0.7640
5  0.0060  0.2708  0.7232  0.0739  0.0929  0.8332
6  0.0051  0.1995  0.7954  0.0914  0.0463  0.8623
7  0.0041  0.1482  0.8477  0.1016  0.023  0.8754
8  0.0033  0.111  0.8857  0.1068  0.0117  0.8815
9  0.0026  0.0826  0.9148  0.1098  0.0057  0.8845
10  0.0020  0.0624  0.9356  0.1115  0.0029  0.8856

• BRTNI agents herd on wrong state.

• Convergence faster than with rational agents.
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2. Reputation in the finitely repeated PD

• Reputation: by repeatedly acting in a specific way, player can teach
opponents that she will behave that way in the future.

• Most important in long-run relationships.
• Model it as a person building reputation that she is like a “type”.

• Consider prisoner’s dilemma game

C D

C 1, 1 −1, 2
D 2,−1 0, 0

• Suppose that with probability q player 2 is “crazy” and plays grim
trigger strategy: C as long as 1 has never played D, otherwise D.

• With probability 1− q player 2 is normal and has above payoffs.

• If game played once, both player 1 and normal player 2 have the
dominant strategy to defect.

• If played more than once
1 Because 2 may be crazy, 1 wants to cooperate for some periods.
2 Because 1 is cooperating, normal 2 wants to cooperate for a while

rather than defect and destroy relationship.
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Two-period model

• Suppose T = 2 and there is no discounting.

• Claim. The normal player 2 always plays D, but when q > 1/2,
player 1 plays C in the first period.

• By one-period game, in final period player 1 and normal player 2 will
play D.

• Because normal player 2 has no effect on opponent’s future action,
she plays D in first period.

• But player 1 may have an effect on opponent’s future action. Payoff
from actions in the first period:

• From C: q − (1− q) + q · 2 = 4q − 1.
• From D: 2q.

• When q > 1/2 player 1 cooperates in the first period to exploit that
opponent may cooperate.
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Three-period model

• Claim. In the T = 3 model, if q > 1/2, there is an equilibrium in
which both players cooperate in first period.

• In such an equilibrium posterior belief of 1 at t = 2 that opponent is
crazy is q, and continuation play evolves as described above.

• At t = 1, if 1 plays C, what should normal player 2 do?
• Payoff from C: 1 + 2 + 0.
• Payoff from D: 2.

• Cooperate to benefit from initial cooperation.

• At t = 1, if normal player 2 plays C, what should player 1 do?
• Payoff from C: 1 + (4q − 1) = 4q.
• Payoff from D: 2 + 0 + 0.

• Thus when q > 1/2 both play cooperate in t = 1.
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Many-period model

• Claim. When T is large, number of periods where a player plays D
is bounded by a constant that depends on q but not on T .

• Intuitively, if 1 cooperates she gets benefits of crazy type for many
periods, while loss if opponent defects is for only one period.

• Given that 1 cooperates, normal 2 also wants to cooperate by same
logic.

• Path of play: cooperate for a while, and start defecting when the
end of the game is near.

• Consistent with experimental evidence on how people play the
finitely repeated prisoner’s dilemma.

• But result relies on particular definition of crazy type.
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3. PBE in multi-stage games with observed actions

• Multi-stage game with observed actions: at each stage players move
simultaneously, and actions are observed at the end of the stage.

• But now each player i starts the game with a private type θi ∈ Θi .
• Common prior p on Θ = ×iΘi .

• Idea of PBE: Strategies must be optimal, given opponent strategies
and beliefs, in continuation game after every history ht .

• Belief function µi (θ−i |θi , ht) maps into probability distribution over
opponents’ types.

• New issues about off-equilibrium beliefs:

1 What is the relationship between beliefs of different types of i?
2 How to update beliefs when player has moved more than once?
3 What do i ’s actions reveal about j ’s type?
4 What is the relationship between i ’s and j ’s beliefs about k?

• In games with two players, last two issues are mute.

• See FT 8.2.3 for general definition of PBE.
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PBE in two-player multi-stage games

• Assume two players and that p(θ1, θ2) = p(θ1)p(θ2).
• Def. Strategies and beliefs (σi , µi ), i = 1, 2 constitute a PBE if

• (P): strategies are optimal after every history given beliefs.
• B(i): For all θi , θ

′
i , θj , t, ht :

µi (θj |θi , ht) = µi (θj |θ′i , ht) = µi (θj |ht).

• B(ii): For all i , j , ht , and atj ∈ Aj(ht), if there is θ̄j with

µi (θ̄j |ht)σj(atj |θ̄j , ht) > 0, then

µi (θj |at , ht) =
µi (θj |ht)σj(atj |θj , ht)∑

θ′
j ∈Θj

µi (θ′j |ht)σj(atj |θ′j , ht)
.

• B(i) means all types of a player have same beliefs after a history.
• Extending a property true at positive-probability histories to all

histories.

• B(ii) implies that we use Bayesian updating even after histories ht
that have zero probability under equilibrium strategies.

• Continue updating even if history could never have happened.
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